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Abstract

For a traceless Hermitian F € M;(C) let k4 (F) = %min{||C||§,5 : CC* — C*C = 2F}. On the inertia-
(m, 3) stratum (m positive eigenvalues, three negative ones, z zeros) we determine x; as the maximum
of an explicit finite set S(m, z) of linear forms form = 3,...,9 and z < 2, by exact Horn “tiling” certifi-
cates below and 3 X 3-block weighted shifts above, the latter verified at every vertex of every chamber
together with a convexity argument. The forms are costs of layerings; for the ordered family A the
lower bound is proved for all m and z by Lidskii-Wielandt tail inequalities. Unlike inertia (m, 2), the
value is not padding-invariant: form = 1,2 (mod 3) exactly one extra exposed form exists at z = 0, so
Km+3 > Km44 ON an open set within the stated finite range. At an exact m = 4 example, padding raises
the minimum optimal rank from 4 to 5 while k; = 74/61 > kg = 73/61. Six combinatorial families
are conjectured to describe S(m, z = 1) for all m, with quadratic growth; they are tested numerically
out of sample form = 10, 11.

1. Introduction

The quantity k,(F) measures the cheapest realisation, in Hilbert-Schmidt norm, of a traceless Her-
mitian F as a self-commutator l(CC* — C*C). Its theory has been developed in a line of records of
the Al Research Record archive, cited by descriptive keys (identifiers in the reference list); everything
used from them is restated here. [FourLevel] reduced k; to a finite linear program over Horn in-
equalities (the Horn program, restated as (2.1)) and gave the four-level formula; [FiveLevel] the five-
level formula; [OneSpike] the one-spike formula k; = ijaj when one sign has multiplicity one;
[RankOnset] the rank-onset results and, in its Remark 3.3, the first example where zero padding low-
ers the value, A = (25,18,18,-10,—-17,—17,—17)/7 with k;, = 74/7 and kg = 73/7. The imme-
diate antecedent is the inertia-(m, 2) paper [Mtwo], which proved a dimension-free closed formula
kg = max(Fy, ..., Eyp_q, G, G3, ...) for every m and every number of zeros (Theorem A there), described
its chambers (Theorem B) and optimizers (Theorem C'), and asked in its Open question 1 what hap-
pens at inertia (m, 3): whether block shifts with 3 x 3 blocks attain the value and whether Horn triples
adding two boxes to a rectangle certify it.

Contribution. We answer these questions on the inertia-(m, 3) stratum for m < 9 and z < 2
zeros (d < 14) and describe what changes. (i) The value is again the maximum of finitely many
linear forms, each the cost of a layering of the spectrum into layers of size at most three (Theorem
1), and the finite counts of exposed forms are consistent with conjectural quadratic growth in m
(10,18,26,34,45,59,69 for m = 3, ...,9) in contrast with the linear count for inertia (m,2). (ii) Every



form is certified below by a sum of Horn inequalities with multipliers one, each s; used at most once —
a “tiling” — built, for z > 1, from Lidskii-Wielandt inequalities and Pieri triples with A(J) a single row
or column of at most three boxes; the z = 0-only forms additionally use the non-Pieri shapes (3,1)
or (2,1,1); for the ordered family A the certificate is explicit and dimension-free (Theorem 2, proved
for all m, z). (iii) The value is attained by 3 X 3-block weighted shifts, verified as a linear program
at every vertex of every chamber and extended to the chambers by convexity. (iv) Padding is not
invariant: when m = 1,2 (mod 3) there is exactly one extra exposed form at z = 0 which is invalid
after padding, so k.3 > K44 On an open set, and the exact m = 4 example forces rank atleastm + 1
after padding; broader rank forcing is numerical evidence, as specified in Theorem 3(4). The padding
example of [RankOnset] is the m = 4 instance. (v) The exposed forms for z > 1 are conjecturally the
costs of six explicit families A-F of layerings, verified for m < 9 against the computed sets and out of
sample for m = 10, 11 (Conjecture 4).

Status, stated honestly. Theorem 1 is proved with computer assistance form = 3,...,9,z = 0,1, 2,
with exact lower certificates and exact upper-bound chain checks. This revised candidate adds
exact lower certificates at (8,2),(9, 1), (9,2); these were only numerically validated in the received
manuscript. Section 8 distinguishes the new author-side verification from historical reported com-
putations. Theorem 2 is proved for all m and z. Theorem 3 is proved for m < 9 (with exact rational
strict inequalities at explicit points) and observed numerically for m = 10,11,12,13. Conjecture 4
is a conjecture. The received manuscript reports an adversarial review that re-implemented every
computational ingredient and upgraded the upper bound to exact arithmetic for m < 8 (extended
to m = 9 with its code for this manuscript); its corrections are incorporated (Section 8). Two
literature searches (Section 10) found no prior closed formula on an inertia stratum and no prior
block-shift or tiling-certificate method; the nearest works, Johnson-Ozawa-Schechtman [JOS13] and
Angel-Schechtman [AS15], bound respectively ||B|| ||C|| and ||B|| ||C||, over factorisations A = [B, C],
where || - || here denotes operator norm and || - ||, Hilbert-Schmidt norm. Both objectives differ from
the present constrained self-commutator cost. A null search does not certify priority.

2. Setting

Throughout ||X||2 = TrX*X and F € M,;(C) is Hermitian, traceless, with ordered spectrum 4; > ... >
A4. On the inertia-(m, 3) stratum

A= (al > .= am > O, OZ, —bg, —bz, _bl)l bl > bz > b3 > 0.

Zaj=b1+b2+b3=:P, d=m+z+3.

J

The spectrum index of a; is j; those of —b;, —b,, —b; are d,d — 1,d — 2. Since every statement is
homogeneous we normalise P = 1 when convenient. By F = —F (which replaces C by C*) everything
transfers to inertia (3, n).

Given C with CC* — C*C = 2F,put R = CC*/2,S = C*C/2: they are PSD with the same spectrum
S4 = .. =2 sg = 0 (the common spectrum), R —S = F, %||C||2 = Y, St, and conversely any such
pair comes from C = Uv2XV*. Hence ([FourLevel] Theorem 2.2, [RankOnset] Proposition 2.2, [Mtwo]
(2.1))
Kq(F) = min{z S¢ i S1 = . =285q-1 254 =0, (5,—s", 1) Horn-feasible}, (2.1)
t<d



where Horn-feasible means that « = (sq, ..., 54-1,0), 8 = (0,—S4_1, ..., —S1) and y = A are the spectra
of Hermitian R, —S and F = R +(—S5), i.e. satisfy the trace identity and every Horn inequality Y cx Yk <
Dier i + Zje] B;, (1,],K) € T¢ [Ho62,KI98,KT99,Fu00]. In s-notation a triple reads

Z sy — Z Sariej = Zak. 22)

i€l i<d JjE€J, j>1 keEK

With A(I) = (i, — 1, ..., i1 — 1) the partition attached to I = (i; < --- < i,), (2.2) holds for all Hermi-
tian triples whenever the Littlewood-Richardson coefficient cj((gi( 7y Is nonzero (Klyachko [K198]); this
necessity direction is all the lower bounds use. Sufficiency (Klyachko, Knutson-Tao) enters twice: in
dimensions n < 3 inside the block-shift construction (Section 5), and in identifying the set of optimal
common spectra with the optimal face of (2.1) (Section 6). Two facts about 4 = k;(4) are used repeat-
edly: it is the value of a linear program in which 4 enters only the right-hand sides, hence convex and
piecewise linear in 1 (so k; — g is convex for every linear form g, and k, is continuous on the closed
stratum); and k441 (F @ 0) < k4(F) (pad C by a zero row and column).

Forms and canonical coordinates. A form is a linear function g(1) = ), jaja; + Biby + Bob, with
integer coefficients, written (a4, ..., @m; B1, B2); the coefficient of b5 is normalised to 0 using ), a = ), b.
Aformisvalid if g < k4 on the stratum and exposed (relative to a set S of valid forms) if it is the unique
maximiser of § on a nonempty open subset. Its chamber is C; = {1 in the stratum, P =1: g > hVh €
S}, a polytope.

Layerings and costs. A layering L is an ordered partition of the multiset {—b;, —b,, —b3, ay, ..., am},
possibly together with some of the zero eigenvalues, into layers Ay, A4, ..., A7 of size at most 3, with
Ay € {—b;} and A a nonempty set of a’s (and zeros). Write t(x) for the index of the layer containing
x, taily, = X e, u-uap X and
T
cost(L) = Z tail,,.

u=1

Lemma 2.1. cost(L) = X, t(x) x = X; (t(aj) - t(b3))a]~ + (t(b3) - t(bi))bi, where t(b;) := t(—b;).

Proof. Y 5o taily, = Y x - #{u>1:u < t(x)} = X, t(x)x; adding t(bg)(Zi b — %; aj) = 0 gives the
canonical coordinates. []

Conversely a form g with a; = t(a;) — t(bs), B; = t(bs) — t(b;) for some nonnegative layer indices
determines its level layering L(g): the layers are the level sets of t, ordered by t, with the common shift
fixed by mint = 0. Every exposed form found below has a level layering with layers of size at most
three, A, consisting of b’s and At of a’s. The b-schedule of alayering isu = (t(by), t(b;), t(b3)) and the
capacity of layer u = 1is ¢, = #{i : t(b;) < u}.

3. Statements

Let S(m, z) be the set of exposed forms computed in Section 8 (files closed_m{m}_z{z}. json; the sets
for z = 1, 2 coincide, and for z = 3 when m < 6). Their sizes are:

m 3 4 5 6 7 8 9
1S(m, 0)| 10 19 27 34 46 60 69




m 3 4 5 6 7 8 9
IS(mz>1)] 10 18 26 34 45 59 69

(For m = 2 both sets have 5 elements, matching the count (3 — 1) + [3/2] + 1 = 5 after swapping the
inertia parameters of Theorem B of [Mtwo] at inertia (3, 2).)

Theorem 1 (PROVED-COMPUTER-ASSISTED; m = 3, ...,9,z =0, 1, 2, d < 14). On the whole stratum
Kq = MaXgesm,z) - Every g € S(m, z) is the cost of its level layering L(g), and k4 = g on the chamber
Cy; the chambers cover the stratum. The proof has two finite halves whose arithmetic status is:

upper bound ky; < g

(m,2) d lower bound k; = g on Cg
=3,..,92=0,1,2 <14 exact tiling certificates; exact rational vertices
the three formerly and exact chain LP;
numerical cases were padding transfers the
completed for this checked chains when
candidate (Sections 4 the coefficient sets
and 8) coincide (Section 5)

“Exact tiling certificate” means: a list of Horn triples, each with LR coefficient > 1 verified by two
independent implementations (and membership in Fulton’s T for d < 9), whose s-forms have every
coefficient < 1 and whose right sides sum, in integer arithmetic, to g. The received manuscript used
a floating-point joint validity LP at (8, 2), (9, 1), (9, 2); a numerical tolerance is not a rigorous lower
bound. The new certificates replace that step, while numerical discovery remains a way of proposing
exact proof objects. The upper bound is, in all cases, the feasibility of one 3 X 3-block chain per chamber
at every chamber vertex plus convexity (Section 5); the author’s runs of it are floating point (qhull
vertices, HIGHS chain LP) for all 787 chambers and 8 775 vertices, the reviewer’s exact (pycddlib/GMP)
for m < 8, and the reviewer’s code rerun at m = 9 for this manuscript is exact as well, so the upper
bound is exact for every (m, z) of the theorem.

Theorem 2 (PROVED, all m > 3, z = 0). Let L be a layering of family A: b-schedule (0, u,, u3) with
U, < uz, and a4, a,, ... placed in order into the layers u = 1, 2, ..., each layer u < T receiving exactly c,
of them, the last layer T receiving the rest (at least one). Then k; = cost(L) on the stratum, with an
explicit Lidskii-Wielandt certificate (Section 4.2). In particular x; = max, cost in every dimension.

Theorem 3 (padding and rank; PROVED-COMPUTER-ASSISTED for m < 9, exact where stated).

1. Form = 3,6,9: S(m,0) = S(m,1) = S(m,2) (and = S(m,3) form = 3,6), so ky43(1) =
Km+a(A D 0) = Kpmys(A @D 02) on the stratum.
2. Form =4,5,7,8: §(m,0) =S(m,1) U {g(m)} with exactly one extra form,

9P =1,234-2-1, ¢ =01,2334-2-1),

D =(1,2,2,33,45-2-1), ¢ =(1223344,5-2-1),

the costs of the layerings

{bsHbz, a1 }{by, asHasHas}, {b3sH{b2, a1 H{by, az}{as, as}{as},



{b3Hbz, a1 }{b1, az, azHau, as}HasHas}, {b3}{b2, a1 H{by, az, asHau, as}ae, as Hag}.

This form is invalid for every z > 1, and k,;,;3(1) > Kpea(A @ 0) on a nonempty open sub-
set of the stratum: at the rational points of Section 6 the exact margins go — maxS(m, 1) are
1/40,1/60,1/120,1/150. The value is padding-invariant for z > 1 within the verified range
(S(m,1) =S(m,2); = S(m,3) form < 6).

3. (Exact, GMP) Ata = (17,17,17,10)/61, b = (25,18,18)/61 (m = 4), k; = 74/61 with an
optimizer of rank 4 = m, while kg = 73/61 and every optimizer of the padded problem has rank
> 5 = m+1: the minimum of s5 over the optimal face of (2.1) is 1/61, and the value of (2.1) with
S5 = S¢ = S7 = 0 imposed is 74/61 = k. After F - —F and scaling by 61/7 this is the example
of [RankOnset] Remark 3.3.

4. (Numerical.) The same pattern continues: at z = 0 exactly one extra exposed form appears
form = 10,11,13 (namely (1,2,2,3,3,3,4,4,5,6; —2,—-1), (1,2,2,3,3,3,4,4,5,5,6; —2,—-1),
(1,2,2,3,3,3,4,4,4,5,5,6,7, —2,—1)), each invalid at z = 1 by margins 0.033,0.030,0.026,
and none for m = 12 in 600 samples; on the region where g; > maxS(m, 1), the rank-m-
capped padded value exceeds the unrestricted value at 48/48, 40/40, 40/40 sampled points
(m = 4,5,7), and equals k,,;3 numerically. These finite samples do not prove a rank rule
throughout the region or a statement about the ranks of every optimizer.

Conjecture 4 (general m, z > 1). S(m,z = 1) is the set of costs of the layerings of the six families
below, and k; = max over them for allm > 3, z = 1. Fix a b-schedule u with minu = 0; layeru > 1
has ¢, slots; concatenate the slots of layers 1, 2, 3, ... and fill them, left to right, with an arrangement i of
(aq, ..., A, *, %, ¥), where * are virtual entries (value 0, deleted at the end, so that the last layers may be
partial); a boundary is the position between the last slot of a layer and the first of the next. Moves: Tg
transposes the two slots adjacent to boundary f; Fg is the forward 3-cycle (x,y | z) = (y,z | x) on the
two slots before and the one after ; Bg the backward 3-cycle (x | y,z) = (z | x,y). Two rules apply
to every family: the number of inversions of = (virtual entries counting as +o) equals the number of
inversions of the b-order, #{i < j : t(b;) > t(b;)}, and the last layer contains no b. The families are:

o A(uy,uz): u = (0,uy,u3), uy < uz, ™ = identity; exposed iff 2u; —u, < m—1(u, = 1)

or2uz; < m-—1(u, = 0),u, < m-—2,and m = 4 when (u,,u3) = (0,0). Count A(m) =
— —72\2

|22+ 1 [m=3]+m-2)+ |52,

* B(uy; B): u = (0,uy,u; —1),u, = 1 (b3 one layer before b,), one transposition Tg at a boundary
ending a layer of index = u,. Count B(m) = Z;-nz_oz([j/Sj +1).

e C(k; B):u=1(1,0,k), k =1 (b, alone in Ay, b; in layer 1), one transposition at any boundary.

e D:u=(1,0,0) (Ag = {by, b3}, A; = {by1,a,a}): two transpositions at distinct boundaries, or one
Fg.

e E:u = (1,1,0) (Ag = {b3}, A, = {bq,b,,a}): two transpositions at distinct boundaries, or one
Bg.

B

e F:u = (2,1,0): exactly the two arrangements (az, a1, a4, a,, as, a, -.. ) and (a,, az, a4, a4, as, ag, --- ),

i.e. {bs}{bz, az}{b1, a1, as}{az, as, ac} ... and {bs }{b,, a; }{b1, as, as}{as, as, a} ...

The generator (families2.py) reproduces S(m,1) exactly for m = 3,...,9 with family counts
A/B/C/D/E/F = 2,5,8,11,15,19,24 / 2,3,5,7,9,12,15 / 2,4,5,8,10,14,16 / 1,2,3,3,4,6,6 /
1,2,3,3,5,6,6 / 2, and predicts |S(m)| = 87,103,120, 139, 164 for m = 10, ..., 14 (quadratic growth,
against the linear count of inertia (m, 2)). Evidence beyond m < 9: atm = 10and m = 11, z = 1, the
predicted sets pass random tests, validity and exposedness LPs and a chamber-vertex completeness
check (Section 8), which gives numerical evidence for k;, = max of the 87 forms and k;5 = max of
the 103 forms; these out-of-sample cases are not asserted as proved here. What is not known: that




the six families are exhaustive for general m, a general-z proof of the Pieri tiles of families B-F, and any
general-m upper bound. Appendix A lists every form of S(m, z) with its family and layering for m < 6.

4. Lower bounds

4.1 Tiling certificates

A certificate for a form g in dimension d is alist of Horn triples (/, J, K) (each with cj((gzl(]) > 1) whose s-

forms (2.2) sum to a linear combination of sy, ..., s;_1 with every coefficient < 1 and whose right sides
sum to g. Since s; > 0, 3., ., S; minus the summed left side is a nonnegative combination of the s, so
every feasible s of (2.1) has }.,.; S¢ = g; an optimizer with s; > 0 is shifted as in [Mtwo] Corollary 4.6.
Only Klyachko necessity is used, so a certificate is a proof of k; = g for that d.

All certificates here are tilings: the multipliers are 1 and each s; with t < m occurs exactly once with
coefficient +1; the only negative terms are —s;_4, —S4_» (and occasionally +s,,,1, +Sy42 On zero in-
dices). Each tripleis a tile of the form +s[U] —s[N] = X, cx A WithU € {1, ..., m+2},N € {d—2,d—1};
the right side is a sum of consecutive a’s with at most three holes, minus some b’s. For every (m, z) with
d < 12 the certificates were found as the duals of a restricted Horn LP over a catalogue of such tiles
(catalogue.py, certs.py), solved at the strict Chebyshev centre of each chamber, then checked ex-
actly: the multipliers rounded to 1 (they are within 107 of 1; what is verified exactly is the integer
identity), the tiles’ right sides sum in integer arithmetic (using Y. @ = Y, b) to g, every s; has total co-
efficient < 1, and every tile has LR coefficient = 1 by two independent implementations (a tableau
counter 1r.py and the bialternant/Kostka formula 1r2.py, cross-checked on 3000 random triples)
and, for d < 9, lies in Fulton’s recursively generated T¢. The reviewer re-verified 36 certificates (149
tiles) with a third LR implementation (Jacobi-Trudi + Pieri) and an own Fulton generator: 36/36.

and s; = bq{); A(J) = (1) (the lower Weyl tile s, = b, and one-box Pieri tiles); A(J) = (1,1) (s3 =
b; and two-box vertical strips); A(J) = (2) and (3) (horizontal strips). Counts per (m,z = 1) for
m = 3,...,8: Lidskii-Wielandt 17,40,70,110, 161, 232; row-type 8,16, 24,33,50,71; column-type
5,8,12,12,16,22 (and 307/87/22 atm = 9,z = 0). Atz = 0 the extra form g{™ needs, in addi-
tion, one or two tiles with A(J) = (3,1) (m = 4,7) or (2,1,1) (m = 5,8) — the only non-Pieri shapes
in the whole computation. The highest positive s-index usedism 4+ 1 (z = 0) orm + 2 (z = 1), never
d—1.

The tile types at z = 1, by A(J), are: A(J) = @ (Lidskii-Wielandt, including the Weyl tiles s; = q;

4.2 Family A: proof of Theorem 2

Let L be as in Theorem 2, with layers Ay, ...,A7. Foru = 1,...,T let B, € {d — 2,d — 1,d} be the
spectrum indices of the b’s in layers < u (so |B,| = ¢, ), and t,, the index of the first a in layers > u;
because the a’s are placed in order and every layer u < T holds exactly c,, of them, the a’s of layer u
are g, , ..., A, 4¢,—1 and ty 1 = b, + ¢y

Tile u for u < T: the Lidskii-Wielandt triple I = K = {t,,..,d}\ By, J = {1,...,7}, r = |[K| =
d—t,+1—cy,. Here A(J) = 0 and A(I) = A(K),soc = 1; thesum condition ), I +),] = Y K+r(r+1)/2
is automatic. Its right side is Xy cx Ak = Xjse, @ — Xi: ¢(by)>u Di = taily (the zeros contribute nothing).
Its left side is
d-1
Si — Si =St, + o+ Sty 4c,-1 Sp
i€[ty,d—1]\By i=d+1-1 BEBy, B<d



becaused + 1 — r = t, + ¢, and the block [t,,t, + ¢, — 1] lies in [1,m — 1], hence misses B, S
{d—2,d—-1,d}.

Tile(s) foru = T:letq = m — ty + 1 = 1 be the number of a’s in the last layer. If t; + c; —1 <m + z
use the same Lidskii-Wielandt triple with u = T right side ZthT a; = taily (all b’s are in By), left side
Stp+ ot Stpber—1— ZﬁEBT,B<d sg, whose positive block may run into the zero indicesm + 1, ...,m+z
but not into Br. Otherwise use the Weyl tiles s; = a;, j = tr,...,m (I = K = {j},] = {1}), whose right
sides also sum to taily.

Summation: the positive blocks of the tiles are the consecutive, pairwise disjointindex sets [t,,, t,,+1 —1]
(u < T)and [tr, -]; the negative terms involve only s;_4, S4_»- Hence every s;, t < d, has total coefficient
< 1, and };,, tail, = cost(L) by definition. By Section 4.1, k4 = cost(L). Nothing depends on d except
through the index bookkeeping, which is valid for every z = 0. [J

The certificate is implemented LP-free in familyA_cert.py and verified exactly (sum condition, LR
= 1 by 1r2, disjointness, integer identity of the form) for all 945 (form, z) pairs withm < 12,z < 4.
The reviewer re-derived the s-form and the identity independently. Its docstring mentions separate
Weyl tiles for the b’s in Aj; the code emits none, because the u = 1 tile with B; = {d} is s; = by (and
with B; = {d,d — 1}itis s; + s, —s4_1 = by + b;), exactly as described above. The forms F;, of [Mtwo]
are the specialisation b; = 0 of family A. The argument uses only that every non-final layer is at full
capacity, not u; = 0; but only the family-A layerings are exposed.

4.3 The Pieri tiles of families B-F

For families B-F the certificates are not dimension-free by inspection, but their tiles have only five
shapes of A(J), and for each tile with A(J) a row (k) or a column (1¥) the Pieri rule [Fu97] gives
cﬁégﬁ(]) = 1if A(K)/A() is a horizontal (vertical) strip of k boxes and 0 otherwise. So a general-z
proof for a family reduces to two conditions per tile — the sum condition and the strip condition —
as functions of the tail length; this was not carried out. Representative certificatesatm = 5,z = 1

(d = 9), one per family, read as follows (right sides in a, b; s; = b4 is written as s; = P — b, — b3 etc.):

A(D), A()), A(K) of the
family, form tiles (left side = right side) non-Lidskii tile

B, (—2,-1,0,1,2;3,—-1) Sg = as; (3H),(1),(4,3,3,3)
Sy + S¢ — Sg = a4 + as — by;
S3 = az +ay +as — bz — by;
Sy, = ay + -+ ag — bz — by;
sy =P—b3—b,

C (—2,-1,-1,0,1;2,3) S5 = as; (3,3,3,2),(1),(3%;
S3+ 5S¢ —Sg = a4 + as — bs; (1), (1), (1%)
S1+54—Sg=a,+ - +as—bs;
S, =2P—by;—by

D, (1,1,2,3,2;-1,0) S4 = Qy; (2%),(2), (2%
S1+S5+Sg—S7;—Sg = aztas+tas;
S, =P —b;—by;
s3=2P—by,—by

E (1,2,23,3;,—-1,-1) S4 = Qy4; Sg = As; (1%),(1,1), (1%
S1+S,+S¢—S;—Sg = ap+---+as;
s3=2P—b,—b;




A(D), A(J), A(K) of the
family, form tiles (left side > right side) non-Lidskii tile
F(2,3,1,2,3;,-2,-1) S, =aySs=as;s;+s,—sg = (19),(2),3,1,1,1)

a1+a2+a4+a5_b1;
S3 =P - bz - b1

The one-box tiles such as s, + s —sg =2 a4, +as — b, (I = (4,5,6,7),] = (1,2,3,5),K = (4,5,6,8))
are the (m, 3) versions of the Pieri triples (Pi); of [Mtwo] Lemma 4.3; the three-index tiles s; + s5 +
S¢ —S7 —Sg = a3+ a4 +asand s; + 5, +Sg —S; —Sg = a, + -+ + a5 add two boxes. The extra form at
z = 0, m = 4, has the certificate s, = a4; 51 2 az+a, (I =] = (1,4), K = (3,4), 1 = (2),(2),(2,2));
Sy +S5—5Sg =2 a;+az+a,—by (I =(1,2,45),] = (1,2,4,7), K = (2,3,4,7), (1) = (1,1),
A) =GB, AK) =(31,1,1)); s3 = P — b, — by — the (3,1) tile is the one that does not survive
padding (its instantiation at z’ = 1 has no realisation with LR > 1, in the reviewer’s dimension-free
search), consistent with Theorem 3.

Dimension-free evidence: the tile signatures (K,, Kj, U, Nog) (with N measured from d) coincide be-
tween z = 1, 2, 3 for every form whenm < 6 (LP duals are not unique, so the few differencesatm = 4,7
are choices, not obstructions); and every tile of every z = 1 certificate form = 3,4,5 (30 + 64 + 106
tiles) isrealisable with LR> 1atz’ = 2,3,4 (reviewer'stiles_dimfree2.py). This supports, but does
not prove, the general-z validity of the B-F certificates.

5. Upper bounds

5.1 3 x 3-block weighted shifts

Asin [Mtwo] Section 5.1: choose alayering Ay, ..., At of the nonzero spectrum together with some zeros
(layers of size < 3 here), let D; = diag A, and take C = 2:21 M, block-bidiagonal with M; : A;_; = A;.
Then CC* = @ 2R, (R onA;), C*C = @D, 2S; (S on Ay_1),and CC* — C*C = 2F iff

S1 = —D,, Ri—S;11 =D (1<t <T), Ry = Dy, R; and S; have the same nonzero spectrum.
(5.1)

Given PSD R, S; with equal nonzero spectra, M, = Vv2EW™ realises them; zeros of F left outside

the layers lie in ker C N ker C*. The cost is §||C||2 =2, TrS, = ZZ=1 tail; = cost(L) (inserted zeros

change nothing), and rank C = Y, rank S; < Y, min(|A,_1], |A¢]). A layering is feasible at A if (5.1) has

a solution; then k4 (1) < cost(L)(4).

5.2 Chain feasibility as a linear program, and its convexity

Fix a symbolic layering (layers are lists of symbols b;, a;, 0), and let n; = |A;| < 3. For a Hermitian
n X nsumy = spec(a + f) the Horn conditions are the trace identity and the inequalities indexed by
T, 1 < r < n: forn = 2 the three Weyl inequalities, for n = 3 the twelve inequalities of T U T (six
Weyl and six Ky Fan-Lidskii type). These are necessary (Weyl, Lidskii, Horn) and sufficient for every
n (Klyachko [K198], Knutson-Tao [KT99]; see Fulton [Fu00]); here only n < 3 is needed. Consider the
linear program in the variables c® € R3,t = 1, ..., T:

o > >0 >0, 6P =0fork >min(ne_,n), o® = (=Ay),, @ =Ab,

(6O, (—Ap*, o*|,,,) satisfies the Horn conditions in dimensionn, (1<t <T), (5.2)
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where x* is the decreasing rearrangement padded with zeros to length 3 and |,, the first n entries.

Lemma 5.1 (chain feasibility is the LP). The layering is feasible at A iff (5.2) is feasible, and then ¢(®
is the spectrum of S; (and of R;).

Proof. If (5.1) has a solution, (®) := spec S, satisfies (5.2): the rank cap because S, lives on A,_; and
R;, with the same nonzero spectrum, on A;; the step conditions because S;,; = R; + (—D;) is a Hermi-
tian sum on A; (Horn necessity). Conversely let ¢ satisfy (5.2). By Lemma 5.0 of [Mtwo] — feasibility
depends on the past only through specS;, since R; may be any PSD matrix on A; with the nonzero
spectrum of S, — construct inductively: S; = —D,; given S, with spectrum ¢®, Horn sufficiency in di-
mension n; provides a PSD R, on A, with spectrum ¢ (® |, such that R, — D, has spectrum oD ln, = 0;

setS;41 = Ry — D;. Atthe end 0™ = Al lets us take Ry = Dy. O

Lemma 5.2 (convexity). For a fixed symbolic layering, the set of 1 in the closed stratum at which it is
feasible is convex.

Proof. On the closed stratum (a and b ordered, all entries > 0) the decreasing rearrangement of a layer
is a fixed linear function of A: within —A; the b’s come first in index order, then the zeros, then the —a;
in reverse index order, and this order never changes; likewise (—Aq)* and A%.. Hence every constraint
of (5.2) is linear in (4, o) jointly, the feasible set is a polyhedron in (4, g)-space, and the set of feasible
A is its projection, which is convex. []

The isospectral condition in (5.1) is not convex in matrix space; the argument never uses ma-
trix space, only spectra. The encoding (5.2) is layering_lp.feasible (author, HiGHS) and
chain_own.chain_feasible_exact (reviewer, exact rational LP over the reviewer’s own T}%, n < 3);
the reviewer checked the author’s encoding line by line (rank caps, ordering, trace, terminal condition).

Corollary 5.3. If g € S(m, z) and one symbolic layering with cost = g is feasible at every vertex of
the polytope Cg, then k; < g on Cy; combined with k; = max S this gives k; = g on (g, and since the
chambers cover the stratum, k; = max S everywhere.

5.3 Chamber-vertex verification

For every g € S(m, z) the vertices of C; were enumerated — exact brute force over constraint subsets
for m < 4 and qhull HalfspaceIntersection for m > 5 (author), exact rational enumeration with
pycddlib/GMP for m < 8 (reviewer), with identical counts — and the level layering L(g), or L(g)
with one zero inserted, was tested at each vertex (coverage_vertices.py; reviewer chain_own.py).
Vertex counts per chamber set:

m 3 4 5 6 7 8 9 total

z=0 50 122 218 320 510 756 969 2945
z=1landz=2 50 117 212 320 501 746 969 2915each

In total 787 chambers (265 + 261 + 261) and 8 775 vertices. In 779 chambers the base layering L(g)
is feasible at every vertex; in the remaining eight it is not, but one layering with a single zero inserted
is (Section 5.4). Runtimes: < 27 s per (m, z) for the author’s float run; seconds form < 7, 85-112
s per (m,z) at m = 8 and 542-546 s per (m,z) at m = 9 for the exact run (the m = 9 rows were
pending when the review was written and were completed for this manuscript with the reviewer’s
script, chain_m9.py; all 3 X 969 vertices exact, every chamber covered, no zero insertion at m = 9).



5.4 The eight chambers with an inserted zero
They are the chambers,atz = 1 and at z = 2, of
(1,1,2,3;-1,0) [m=4,D], (1,2,2,3,3;—-1,—1) [m =5, E],
(1,1,2,2,2,3,4,-1,0) [m=7,D],  (1,2,2,2,3,3,4,4,—1,—1) [mn =8, E],

with feasible chains
{b2, b3}{b1, a4, az}{as, 0}{a,}, {b3}{by1, by, a;}{ay, as, 0}{ay, as},

{b2, b3}{by1, a1, a;Haz, as, asHae, 0}{as}, {b3}{b1, bz, a1 }{az, a3, as}{as, as, 0H{ay, ag} :
the zero goes into the penultimate layer. These are exactly the m = 1,2 (mod 3) cases where z = 0
has the extra form g((,m); at z = 0 every base chain is feasible on its (smaller) chamber. After padding

ggm) is no longer valid, the neighbouring chamber grows, and on the new part the base chain — whose

rank is at most m by the bound of Section 5.1 (e.g. 2 + 1 + 1 for the m = 4 chain) — fails, while the
chain with a zero has rank at most m + 1. This is the (m, 3) analogue of Theorem C’(3) of [Mtwo], and
it matches the exact rank forcing of Theorem 3(3).

Explicit matrices. construct_C.py turns the argmax layering at a point into a chain by the LP (5.2)
with maximal Horn slack, solves each step (a 2 X 2 step in closed form, a 3 X 3 step with a rank-one
target by the secular equation, otherwise by least squares on the characteristic polynomial polished
on the eigenvalues), and assembles C = };, M, with each rectangular M, embedded in its correspond-
ing off-diagonal block (real, block bidiagonal). At 500 points per (m,z), m = 3,...,9,z = 0,1 (7000
matrices; a quarter from a tie-heavy law, every eighth point with an exact tie), all points were con-
structed; max |CCT — CTC — 2F| has median < 3 - 107! and exceeds 10~° at 5 points (< 3.0 - 1076,
near-degenerate steps); |l||(]||2 — max S| < 8- 1071* except at those points. The zero-inserted chain
was needed at 45/10/6/3 of 500 points form = 4/5/7/8 atz = 1 and neveratz = O or form = 3,6,9.
rank C = m everywhere else, except that the maximal-slack interior chain has rank m + 1 at 52-58 of
500 points for m = 3 and at 2-14 for m = 5, where rank-m optimizers nevertheless exist (Section 6).
The reviewer’s own constructor reproduces this at 28 points (m < 7).

6. Padding and rank: proof of Theorem 3

Sets. S(m,z) forz = 0,1,2 (and z = 3, m < 6) were computed by the closure loop of Section 8; compar-
ing the files gives (1) and the identity S(m,0) = S(in, 1) U {g(()m)} in (2), the sets S(m, 1), S(m, 2) (and
S(m, 3)) being identical. By Theorem 1, k,,43,, = maxS(m, z), which gives the padding invariance
statements.

Strict decrease, exactly. For m = 4,5, 7,8 take the rational point (rounded strict Chebyshev centre of
the chamber ofg(()m) in S(m, 0), renormalised to P = 1; exact_strict.py):

m=4: a=(57/200, 157/600, 143/600, 43/200),
b = (107/300, 1/3, 31/100);

m=5: a=(7/30,13/60,1/5, 11/60, 1/6),
b = (7/20, 1/3, 19/60);
m=7: a=(1/6,19/120, 3/20, 43/300, 27/200, 19/150, 3/25),
b = (41/120, 1/3, 13/40);
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m=8: a=(11/75, 17/120, 27/200, 77/600, 73/600, 23/200, 13/120, 31/300),
b = (17/50, 1/3, 49/150).

There g((,m) =401/300, 29/20, 41/24, 277/150 and max S(m, 1) = 787/600, 43/30, 17/10, 46/25,
margins 1/40,1/60,1/120,1/150. Now k43 = g((,m) by its exact tiling certificate (d = m + 3 < 11),
and k.4 = maxS(m, 1) exactly (d = m + 4 < 12, exact lower bound; exact upper bound by Theorem
1). Hence k;13(4) > Kkpypa(A @ 0) at these points, and by continuity of both sides on an open set.
Since Kpi34,(4 D 0%) < Ky (A P 0) < g(()m) (A) for every z = 1, gém) is invalid in every padded
dimension. At the padding examplea = (17,17,17,10)/61, b = (25,18,18)/61 one has gé‘” =74/61
and max S(4,1) = 73/61.

Rank, exactly. By Horn sufficiency in dimension d, every feasible s of (2.1) is the common spectrum
of some C, and every optimizer has s; = 0 (otherwise shifting lowers the cost), so the set of opti-
mal common spectra is the optimal face of (2.1), and rank C = #{t : s; > 0}. The reviewer’s GMP
linear programs over the full Fulton lists (2062 triples for d = 7, 8752 for d = 8) at the integer spec-
trum (17,17,17,10,[0],—18,—18, —25) give: k; - 61 = 74 with an optimal s = (27,18, 18,10, 1,0)
and min s5 on the optimal face = 0, so a rank-4 optimizer exists (rank > 4 is the inertia obstruction,
[RankOnset] Lemma 2.1); kg - 61 = 73 with s = (26,18, 18, 10, 1, 0, 0), min s5 on the optimal face = 1,
so every optimizer has rank > 5; and the minimum of (2.1) with s; = s = s, = 0is 74. This is (3).
The author’s float scan (rank_scan.py, 150 random points per (in,z), m < 7,z < 1) finds minimal
optimal rank m at every random point except one m = 4, z = 1 point of rank 5, and the tail-maximising
optimizer of rank m+1 at 2-35% of points; the reviewer’s sampling of the region {g(()m) > max S(m, 1)}
gives (4).

Beyond m < 9 (numerical). At z = 0 the predicted set of Conjecture 4 is exceeded at 4/1200 points for
m = 10 and 1/1200 for m = 11 (by up to 2.4 - 10~2), each time with the single dual form listed in (4);
the reviewer confirmed each to be valid at z = 0 (joint LP, min(k — g) = —3.5-107'), invalidat z = 1
(—0.0333, —0.0303) and exposed relative to the predicted set (chamber radius 3.9 - 1073, 3.4 - 1073),
found the m = 13 continuation (valid at z = 0, invalid at z = 1 by 0.0256, radius 2.3 - 10_3), and no
extra form atm = 12 in 600 samples. The layerings of these forms all have schedule (2, 1, 0) with the
a’s in order, {b3;}{b,, a,}{by, a,, as} followed by triples and a shrinking tail; a rule “extra form iff 3 does
not divide m” is observed up to m = 13 and not proved.

7. Consistency checks

Reduction to inertia (m,2). Restricting the forms of S(m,z = 1) to b3 = 0 must reproduce ® =
max(Fy, G;) of [Mtwo] Theorem A, since k is continuous. Exactly (reviewer, m2_reduction.py, m =
4,5): every (m, 2) form Fy, ..., F_4, Gy, G3, .., reduced modulo ¥ a = b, +b,, belongs to S(m)|p,-o, and
on each (m, 2) chamber the exact maximum of h — ¢ over h € S(m) is 0 (GMP LPs), so max S|p,—o = ®
identically. Numerically (author), maxS(m,z = 1)|p,-g = ®to 2 - 107> at 3000 random points per
m < 9. The family-A forms restrict to the Fj,.

Reduction to one spike. At b, = b; = 0 the value is ij a; ([OneSpike] Theorem 3.1); after restriction
and elimination of b; = Z]- a;, this form occurs among the restrictions of S(m) and dominates every

other form on that face (exact form = 4,5; 4 - 10~15 at random points for m < 9).

Rank-adaptive bound. P < k4 ([RankAdaptive] Theorem 1.1) is a universal lower bound. The family-A
layering {by, b5, b3}{a4, a», az}{ay, as, ag} ... has cost Z}nzl [j/3la;, which is strictly larger than P on the
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open stratum when m > 4. This stronger form, rather than the all-ones form, is exposed in the verified
range (and conjecturally for all m > 4).

Fresh samples. Independently of the chamber argument, x4 (hive LP, [KT99] honeycomb encoding, cali-
brated against the explicit Horn LP for d < 9) was compared with max S(m, z) at 2000 fresh points per
(m,z) form = 3,..,9,z € {0,1,3} (d < 14), seven sampling laws including tie-heavy, dominant-a,,
flat-b and the neighbourhood of the padding example: with default HiGHS tolerances the signed gap
Kk —maxS is < 6.2 - 107> (never a missing form) while max S — x reaches 2.5 - 10”7 at a few near-tie
points; every such point re-solved with feasibility tolerances 1071° gives [k — max S| < 2.2 - 10713,
For (9, 2) the original run used an older script without the re-solve and left a residual of 1.8 - 10~7; the
rerun with the re-solve procedure for this manuscript (verify_formula2.py 9 9 2000 2 2026, 13
s) re-solves 17 points and leaves |k — max S| < 1.3 - 107°, and the reviewer’s independent tight run
gives 5.3 - 10715, The reviewer’s own hive LP at 250 points for each of the 21 pairsm = 3,...,9,z < 2
agrees with max S to 6 - 10715, and his explicit Horn LP (d < 9) to 1.1 - 10715,

8. Verification

Discovery and closure (author). Hive-LP duals at 1500 + 9000 random points per (m,z), m < 7,z < 4,
rationalised, then filtered by the validity LP and the exposedness (chamber-radius) LP (m3_forms. py,
m3_gather.py, m3_analyze.py, m3_tools.py); then the closure loop m3_closure.py (validity + ex-
posedness filter, chamber vertices, hive LP at every vertex, new dual forms at any gap, repeat) for
m=2,.,92z < 2(z < 3form < 6): every set closes in one iteration with maximal vertex gap
< 1.8 - 107 and no new form (closure_all.log, closure_z2.log). The vertex-gap check is the
same argument as Corollary 5.3 with k; — g convex in place of a chain, and historically supplied nu-
merical completeness evidence for (8, 2), (9, 1), (9, 2). In this candidate, completeness instead follows
rigorously from the exact lower certificates and the exact chain upper bound; floating-point vertex
gaps alone are not treated as proof. Horn-LP duals over the full Fulton lists (522,2062,8752,39716
triples for d = 6, ..., 9) confirmed the tiling structure of the certificates before the catalogue was built
(m3_horn_duals.py, duals_m*_z*.log).

Certificates (author). certs.py m zforalld < 12 (certs_all.log, < 14 s each): 10/10,...,69/69
forms certified; tile counts as in Section 4.1. familyA_cert.py 12 4 (2 s): 945 exact family-A certifi-
cates.

Coverage (author). coverage_vertices.py m z for m < 9, z < 2 (coverage_all.log,
coverage_m*_z*.json): 787 chambers, 8775 vertices, every chamber covered by a single chain
feasible at all its vertices; the eight zero-insertions of Section 5.4. Matrices: construct_C.py (Section
5.4; 3-175 s per (m, z); construct_all.log contains one duplicated m = 8 line and one superseded
m = 5,z = 0 line from an earlier solver version, which are not counted). Rank: rank_scan.py
(rank_all.log; the entries “(7,6)” there are a threshold artefact). Families: families2.py repro-
duces S(m, 1) form < 9; test_pred.py atm = 10, z = 1: 1200 points, |k — max pred| < 6.2 - 10715
with the predicted 87 forms.

Independent review (reviewer, own code in repro/reviewer/). Tools written from scratch and cali-
brated first: Fulton recursion for T;* (3,12, 41, 142,522,2062,8752,39716 triples forn = 2, ...,9, same
counts as the author); LR coefficients by Jacobi-Trudi + Pieri, agreeing with T;* membership on all 5521
sum-condition triples with n < 7 and with 1r.py, 1r2.py on 1500 random triples; Horn LP and hive
LP in an own encoding agreeing to 10~1*; exact rational LP and vertex enumeration (pycddlib); known
values k,(3,—1,—1,—-1) = 6, ks(4,—1%) = 10, x;, = 74/7, kg = 73/7 reproduced. Results: (a)
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tiles_check.py: 36 certificates, 149 tiles, all verified; dimension-free instantiation of tile signatures
realisable at z’' = 3 (24/24), z' = 1 (79/82, the three failures being the special tiles of the z = 0-
only forms) and z' = 0 (102/104, two z > 1 tiles with U 3 m + 1 colliding with N 3 d — 2 at
d' = m + 3,i.e. not meant for z = 0); tiles_dimfree2.py as in Section 4.3. (b) chain_own.py: exact
vertices and exactchain LB, m = 3, ..., 8,z < 2 — identical vertex counts, identical eight zero-insertions.
(c) formula_check.py, extra_checks.py: Section 7. (d) padding_check.py: Theorem 3(3) exactly
and numerical rank-forcing samples on the new part for m = 4; extra_checks.py form = 5,7. (e)
exposed_m5.py: all 27 (z = 0) and 26 (z = 1) forms at m = 5 have chamber radius > 1.7 - 10~2 with
Kk = g at the centre, and each is the unique argmax at least once in 6000 samples. (f) pred_mi11.py,
complete_mll.py, extra_checks.py, zO_extra.py: Conjecture 4 atm = 10,11, 12 (200-300 points
each, [k — maxpred| < 7 - 1071%); at m = 11 all 103 forms valid (min(k — g) = —4.6 - 107'°) and
exposed (radius > 5.65 - 1073); chamber-vertex completeness at m = 10 (87 chambers, 1353 vertices,
gap < 3.0 - 107*) and m = 11 (103 chambers, 1781 vertices, < 4.6 - 1071%); the z = 0 extras of
Theorem 3(4). (g) m2_reduction.py: Section 7. (h) construct_own.py: 28 explicit matrices. The re-
view’s reporting corrections (exact certificates only for d < 12; vertex total 8 775; the (9, 2) residual;
the convexity argument via Horn sufficiency and Lemma 5.0; the family-A docstring; rank evidence for
m = 5,7; “multipliers rounded to 1 and verified exactly”) are applied throughout.

Reruns for this manuscript (repro/run_fast.sh, 2026-09-13, one core; logs and timings in
repro/logs/): verify_formula2.py 9 9 2000 2 2026 (14s),certs.py 4 1(1s),familyA_cert.py
12 4 (1 s), families2.py 3 9, coverage_vertices.py 4 1 (23 s), test_pred.py 10 1 300 (3
s); reviewer’s tiles_check.py, m2_reduction.py, padding_check.py (8s), chain_own.py 5 (3 s),
pred_mll.py (7 s), complete_mll.py (13 s), exposed_mb5.py (4 s); and exact_strict.py (Section
6). All outputs agree with the quoted ones. Reviewer’s exact chain check at m = 9 (chain_m9.py
z, 542, 544, 546 s for z = 0,1,2; logs/chain_own_m9_z{z}.log): 969 exact vertices each, every
chamber covered by its base chain.

Author-side exact completion for this revised candidate (14 September 2026). The supplied catalogue
was run at (m,z) = (8,2),(9,1),(9,2), producing respectively 59, 69, 69 explicit integer tiling
certificates. Their tile counts are 325, 416, 416 (Lidskii-Wielandt / row / column counts 232/71/22,
307/87/22, 307/87/22); every multiplier is one, every total s; coefficient is at most one, every
right-hand side equals the target form exactly, and both LR implementations give the same posi-
tive coefficient. The frozen objects are author/certs_m8_z2. json, author/certs_m9_z1.json,
author/certs_m9_z2.json. The standalone verify_all_tilings.py checks these together with
all supplied certificates without loading any pickle: 875 certificates and 4 342 tiles pass, of which 787
certificates cover Theorem 1 and 88 cover the additional z = 3, m < 6 checks.

The fresh exact upper-bound replay computed 3922 chamber-vertex incidences form = 3,...,8,z =
0,1, and 969 for m = 9,z = 0. Every chamber admits one chain, with one zero required in the four
padded chambers listed in Section 5.4. The z = 2 upper bounds follow by inserting an unused zero
into the already checked z = 1 constructions; their coefficient sets coincide exactly. Atm = 9, all
three coefficient sets coincide and every checked z = 0 chain is a base chain, which pads to the two
higher dimensions. Thus the fresh proof covers all upper cases without claiming that duplicate exe-
cutions were performed. The exact padding LPs, four strict-decrease margins, 945 family-A instances,
526 rational strict exposedness witnesses, and all 90 Appendix A form/layering rows were checked
again. A fresh 1 380-point numerical hive comparison had maximal absolute discrepancy 8.44 - 10~15;
a 28-matrix numerical construction had maximum commutator residual 4.2 - 10~ and cost residual
5.6 - 1077. These numerical checks are diagnostic, not proof objects. Logs and verification records are
in repro/fresh-20260914/. This is author-side correction and verification, not a new independent
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assessment of this revised PDF.

9. Open questions

1. A general-m upper bound. The 3 X 3 chain has no one-parameter recursion like Lemma 5.2 of
[Mtwo]; the chain LP (5.2) at chamber vertices is the substitute. A closed description of the chain-
feasibility regions of the families A-F would prove Conjecture 4’s upper bound.

2. General-z validity of the B-F tiles by the Pieri strip condition per tile family (Section 4.3).

Exhaustiveness of the six families and the origin of the quadratic count; a formula for |S(m)|.

4. The padding rule. Prove that an extra exposed form exists at z = 0 iff 3 does not divide m, identify
its layering for all m, and prove the rank-(m + 1) forcing on the new part in general.

5. Inertia (m,n), n = 4. Whether n X n-block shifts attain and tiles with A(J) of at most n boxes
certify; the d = 8 inertia-(4, 4) phase of [RankOnset] Theorem 4.1 shows that rank max(n,,n_)
cannot persist.

6. Optimizers. A classification of chambers by minimal optimal rank and by uniqueness of the opti-
mal spectrum (only sampled here).

w

10. Reproducibility

The directory repro/ accompanying this manuscript contains: author/ — the supplied scripts, JSON
files and logs (legacy pickles are omitted; proof replay rebuilds the small Fulton lists in memory),
from the author’s working directory, augmented by three new certificate files and the missing
m = 3,z = 2,3 set aliases (cycle2/work/A3_inertia_m3/), including closed_m{m}_z{z}.json
(the sets S(m,z)), certs_m{m}_z{z}.json (every tiling certificate), coverage_m{m}_z{z}. json,
pred_m{m}.json (m < 14) and the logs quoted above; reviewer/ — the reviewer’s scripts and
logs, with the only modification that two absolute paths were replaced by paths relative to repro/
(marked in the source), plus chain_m9.py, a wrapper running the reviewer’s exact chain check at
m = 9 one z per process; exact_strict.py (Section 6); run_fast.sh and logs/ with the reruns and
timings; and README .md with commands, runtimes and expected final lines. Dependencies: Python
3.12, numpy, scipy (HiGHS, ghull), pycddlib (GMP) for the exact reviewer scripts. Literature queries
(2026-09-13, three WebSearch queries on the Hilbert-Schmidt inverse self-commutator cost with
prescribed spectrum, on block weighted shifts with prescribed self-commutator spectrum and Pieri
certificates, and on follow-ups to Angel-Schechtman) returned only commutator norm inequalities,
almost-commuting matrices, limiting Horn inequalities (arXiv:2410.08907), weighted-shift spectral
theory, and [JOS13,AS15].

Al-assistance statement

The received materials attribute their mathematics, computations and text to Claude Fable 5.1 agents
(Anthropic) working under the direction of the author, who set the problem, selected the line of records
and is responsible for the claims. A first agent performed the discovery computations and was in-
terrupted by a usage limit; a second agent resumed from its files and completed the certificates, the
coverage and the families; a third, independent agent carried out an adversarial review with its own
implementations of every ingredient (Fulton recursion, Littlewood-Richardson coefficients, Horn and
hive LPs, exact rational LPs and vertex enumeration), upgraded the upper bound to exact arithmetic
for m < 8 (its script was rerun at m = 9 for this manuscript), strengthened the conjecture at m =
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10,11 and listed the reporting corrections applied here; a fourth agent wrote this text, added the ex-
act strict-decrease points of Section 6, ran the reviewer’s exact check at m = 9 and reran the fast
scripts. The received materials also report that no fallback occurred; the historical model identities,
independence and absence of fallback have not been independently attested. The author-side correc-
tions and exact-certificate completion of this candidate used a fresh native OpenAl Codex task config-
ured as gpt-6-astra with high reasoning and no forked conversation history. This configuration is
recorded by dispatch metadata; technical context isolation and separate provider-side attestation are
not claimed. The exact source and PDF hashes distinguish this candidate from the locally preassessed
original. This revised candidate has not yet received a fresh exact-hash model assessment or human
peer review.

Appendix A. The exposed forms form < 6

Forms in canonical coordinates (@, ..., @p,;; 1, B2), with family, b-schedule and level layering; the sets are S(m, z = 1), and
the z = 0-only forms are appended. Larger m: repro/author/closed_m{m}_z{z}. json.

m = 3 (10 forms):

form fam. u layering

(-1,0,1;1,2) o (1,0,2) {b2}{by, a1}{bs, a,}{as}
(0,0,1;1,1) A (0,0,1) {b1, b, }{b3, a,,a,}{as}
(0,1,1;1,0) A (0,1,1) {b1H{D2, b3, a,}Ha,, as}
(0,1,2;1,-1) B 0,2,1) {b1}{b3, a1 }{b,, a,}{a,}
(1,0,1;0,1) C (1,0,1) {b}{b,, b3, a,}{a,, as}
(1,2,1;0,-1) B (0,1,0) {by, b3}{b,, as, as}{a,}
(2,1,1;-1,0) D (1,0,0) {b2, bs}{b1, a,,as}{a,}
(2,2,1;-1,-1) E (1,1,0) {bs}{by, by, as}{ay, a,}
(2,3,1;-2,-1) F (2,1,0) {b:H{b,, as}{b;, a; Ha,}
(3,1,2;-2,-1) F (2,1,0) {bs}{b, a,}{b;, as}{a,}

m = 4 (18 forms, plus one at z = 0):

form fam. u layering

(-1,0,0,1;2,1) A (0,1,2) {b1}{b2, a1}{bs, ay, az}{a,}
(-1,0,1,0;1,2) C (1,0,2) {b.}{by, a;}{bs, a,, a, H{as}
(-1,0,1,1;2,0) A (0,2,2) {b: Ha }{b,, bs, a,Has, a,}
(-1,0,1,2;2,-1) B (0,3,2) {b1}X{a,; Hbs, a, Hb,, asHa,}
(0,-1,0,1;1,2) C (1,0,2) {b.}{by, a}{bs, a,, asHa,}
(0,0,1,1;1,1) A (0,0,1) {b1, b (b3, a1, a2}{as, a,}
(0,1,1,1;1,0) A (0,1,1) {b1}{b2, b3, a1 H{a,, a3, as}
(0,1,1,2;0,1) C (1,0,1) {b.}{by, b5, a; Ha,, asHa,}
0,1,2,1;1,-1) B (0,2,1) {b:}{bs, a,}{b,, a,, aHas}
(1,0,1,1;0,1) C (1,0,1) {b2}{Dby, b3, a{ay, as, as}
(1,1,1,2;0,0) A (0,0,0) {b1, b, bs}{ay, az, as}{a,}
(1,1,2,3; -1,0) D (1,0,0) {b2, bs}{b1, ar, az}{asHas}
(1,2,1,2;0,-1) B (0,1,0) {b1, b3}{b,, a1, azH{a,, as}
(2,1,1,2;-1,0) D (1,0,0) {b,, b3}{b,, a,,asHa,, a,}
(2,1,2,3;-1,-1) E (1,1,0) {bs}{by, by, az}{ay, azHa,}
(2,2,1,2;-1,-1) E (1,1,0) {bsHby, by, asH{ay, az, as}
(2,3,1,2;-2,-1) F (2,1,0) {bs}{b,, as}{by, ay, a,H{a,}
(3,1,2,2;-2,-1) F (2,1,0) {bs}{b2, a;}{b,s, as, a,Ha,}
(1,2,3,4;,-2,-1) z = 0 only (2,1,0) {bsHb,, a;}{by, ay}{as}{a,}
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m = 5 (26 forms, plus one at z = 0):

form fam. u layering

(-2,-1,-1,0,1;2,3) C (1,0,3) {bH{by, a;}{a,, as}H{bs, a}{as}
(-2,-1,0,0,1;3,1) A (0,2,3) {b:}{a }{b,, a,}{bs, a;, a, Has}
(-2,-1,0,1,1;3,0) A (0,3,3) {b:Ha}Haz}{b,, bs, asHa,, as}
(-2,-1,0,1,2;3,-1) B (0,4,3) {b:Ha}{a,}{bs, as}{b,, a,Has}
(-1,-1,0,0,1;2,2) A (0,0,2) {b1, b, }{a,, a,}{bs, a3, a,}{as}
(-1,0,0,1,1;2,1) A (0,1,2) {b1}{bs, a;}{bs, a;, asHa,, as}
(-1,0,1,0,1;1,2) C (1,0,2) {bH{by, a;}{b;, ay, a,H{as, as}
(-1,0,1,1,1;2,0) A (0,2,2) {b:}{a }{b,, bs, aH{as, a,, as}
(-1,0,1,2,1;2,-1) B (0,3,2) {b:Ha}{bs, a}{b,, as, asHa,}
(0,-1,0,1,1;1,2) C (1,0,2) {bH{by, az}{b;, ay, a3Ha,, as}
(0,0,1,1,1;1,1) A (0,0,1) {b,, b }{b3,a,,a,}{a;,a,,as}
(0,1,1,1,2;1,0) A 0,1,1) {b1}{b, b5, a, Ha,, as, a}{as}
(0,1,1,2,1;0,1) C (1,0,1) {bH{by, b3, a1 H{a,, a;, as}{a,}
(0,1,2,1,2;1,-1) B (0,2,1) {b1}{bs, a;}{b,, a,, a {{as, as}
(1,0,1,1,2;0,1) C (1,0,1) {b2}{by, b5, a,Hay, as, a}{as}
(1,1,1,2,2;0,0) A (0,0,0) {by,b,,b;}{a,, a,, as}{a,, as}

(11 1r 2! 2r3; O;_l) B (0! 1' 0) {b11b3}{b2'alraz}{a3!a4}{a5}
(1,1,2,3,2;-1,0) D (1,0,0) {b,, b3}{b,, a,,a,}{as, as}{a.}
(1,2,1,2,2;0,-1) B (0,1,0) {by, b3s}{b,,a,,as}{a,,a,, as}
(1,2,1,2,3;-1,0) D (1,0,0) {b2, b3}{by, ay, azH{a,, a}{as}
(1,2,2,3,3;-1,-1) E (1,1,0) {bs}{by, b,, a;:}{a,, asH{a,, as}
(2,1,1,2,2;-1,0) D (1,0,0) {by, bs}{b,,a,,as}{a,, a,, as}

(21 1r 2: 3r2; _1;_1) E (1! 1' 0) {b3}{b1!bZ'aZ}{alra3!a5}{a4}
(2,2,1,2,3;-1,-1) E (1,1,0) {b3}{b,, b;, az}{a,, a,,a,}{as}
(2,3,1,2,3;-2,-1) F (2,1,0) {bsHb,, az}{by, a,, a,H{a,, as}
(3,1,2,2,3;-2,-1) F (2,1,0) {bs}{b,, a,}{by, a5, as{a,, as}
(1,2,3,3,4,-2,-1) z = 0 only (2,1,0) {bsHb,,a,}{b,,a,}{as, a}Has}

m = 6 (34 forms, no extra at z = 0):

form fam. u layering

(-3,-2,-1,0,0,1;4,1) A (0,3,4) {biHa}{a }{b,, asH{bs, a,, as}{ae}
(-3,-2,-1,0,1,1;4,0) A (0,4,4) {b:Ha }{a, Has H{b,, bs, a,Has, ag}
(-3,-2,-1,0,1,2;4,-1) B (0,5,4) {b:HaHa,Has}{b;, a}{b,, asHae}
(-2,-1,-1,0,0,1;3,2) A (0,1,3) {b1H{b,, a;H{a,, a;H{bs, a,, as}{ae}
(-2,-1,-1,0,1,0;2,3) C (1,0,3) {bHby, a. Ha,, asHbs, a,, ag}{as}
(-2,-1,0,-1,0,1;2,3) C (1,0,3) {b}{b,, a;}{a,, a,}{bs, as, as}{ae}
(-2,-1,0,0,1,1;3,1) A (0,2,3) {b1X{a:Hb,, a;}{b;, a5, a,}H{as, ae}
(-2,-1,0,1,1,1;3,0) A (0,3,3) {b:Ha}{a,}{b;, b3, as}a,, as, ag}
(-2,-1,0,1,2,1;3,-1) B (0,4,3) {b:Ha Haz}{bs, as}{b,, a,, agHas}
(-1,-2,-1,0,0,1;2,3) C (1,0,3) {bH{by, a}{a,, asH{bs, a,, as}{ae}
(-1,-1,0,0,1,1;2,2) A (0,0,2) {b1, b Ha,, a}{bs, a;, a}{as, ae}
(-1,0,0,1,1,1;2,1) A (0,1,2) {b1}{b, a,}{bs, a;, az}{a,, as, as}
(-1,0,0,1,1,2;1,2) C (1,0,2) {bH{by, a;:}{bs, a,, asHa,, as}{ae}
(-1,0,1,0,1,1;1,2) C (1,0,2) {bHby, a }{bs, ay, a{as, as, ag}
(-1,0,1,1,1,2; 2,0) A (0,2,2) {b:}{ai}{b,, bs, a,Has, a,, as}{ae}
(-1,0,1,2,1,2;2,-1) B (0,3,2) {biX{a,:Hbs, a}H{b,, a3, as}Ha,, ae}
(0,-1,0,1,1,1;1,2) C (1,0,2) {b.}{b,, a,}{bs, a;, az}{a,, as, as}
(0,0,1,1,1,2;1,1) A (0,0,1) {by, b }{b3, a,,a,}{as, a,, as}{as}
(0,1,1,1,2,2;1,0) A (0,1,1) {biH{b,, b3, a1 Ha,, a;, a}{as, ag}
(0, 1r 1: Zr 1: 2; 0; 1) C (1! 0, 1) {bz}{bl!b3'a1}{a2ra3!a5}{a4l a6}
0,1,1,2,2,3;1,-1) B (0,2,1) {b1}{bs, a;}{b,, a;, azH{a,, as}{as}
0,1,2,1,2,2;1,-1) B (0,2,1) {biH{bs, a;}{b,, a,, as{as, as, ag}
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form fam. u layering

(1,0,1,1,2,2;0,1) C (1,0,1) {b.}{b,, b5, a,H{ay, as, a,}{as, as}
(1,1,1,2,2,2;0,0) A (0,0,0) {by,b;, b;}H{a,,a,, a;H{a,, as, as}
(1,1,2,2,3,2;0,-1) B (0,1,0) {b1, b3Hb,, a4, a3}{a;, a,, agHas}
(11 1r 2! 3! 2: 2: _1r O) D (1! 0' 0) {b21b3}{b1' al' az}{a3!a5!a6}{a4}
(1,2,1,2,2,3;0,-1) B (0,1,0) {b1, b3}{b,, a;,as}{a,,a,, as}{as}
(1,2,1,2,3,2;,-1,0) D (1,0,0) {b2, b3H{by, a4, az}{a,, ay, agHas}
(1,2,2,3,3,2,-1,-1) E (1,1,0) {bs}{b,, by, a; Ha,, a3, as}{a,, as}
(2,1,1,2,2,3;-1,0) D (1,0,0) {b,, b3}{b,, a,,as}{a,, a,, as}{as}
(2,1,2,3,2,3;-1,-1) E (1,1,0) {bsHby, by, aHa,, a;, as}{a,, ag}
(2,2,1,2,3,3;-1,-1) E (1,1,0) {bs}{b,, by, asHay, ay, as}{as, ag}
(2,3,1,2,3,3,-2,-1) F (2,1,0) {b3}{b,,as}{b;,a,,a,{a,, as, as}
(3,1,2,2,3,3;-2,-1) F (2,1,0) {bsHb,, ax}{by, a3, a,{a,, as, ag}
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